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Low-Resource DSLs
The problem

Research across 7 major code corpora [1]

1.9%
12 languages

74.6%
of tokens

646 languages

7.63 trillion tokens

71.7%
463 languages

1.0%
of tokens

[1] N. Raihan, C. Newman, and M. Zampieri, “A Taxonomy of Programming Languages for Code Generation.” Mar. 
31, 2026. Accessed: Oct. 07, 2026. [Online]. Available: https://arxiv.org/abs/2604.00239v4
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AI autocompletion for DSLs
The problem

XLINQ’s Design Center
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Meaningful inline 
autocompletion for DSLs

The goal
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1. fields

2.states

3. transitions

4. lifecycle
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HOW?
The challenge

Maximum capability

Minimum latency

https://langdevcon.org/


Ground-truth-driven experiments
Systematically test a stochastic output

The methodology

 Use DSL files with redacted target snippets

        ├ prefix  what the user has written

        ├ cursor  where completion is requested

        └ suffix  remainder of  the file, when applicable

feed the task to 
an LLM 

(multi-turn)

generate the
completion
suggestion

diff  / 
evaluation



fields’ section body completion
Example
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Context over corpus
 Across different cursor positions + sections + files:

 instruction/prompt phrasing

 context scope

 template granularity

 documentation depth

 interaction structure

The findings

 Techniques applied:

 in-context learning (ICL)

 inference-time language acquisition

 structured multi-turn prompting

 task decomposition

 few-shot ICL

 prompt & context engineering

 implicit chain-of-thought (CoT)

 instruction + prompt separation

* with diminishing returns!



Resulting architecture

Grammar-aware routing

The solution

Two phase design

Phase 1

primer agnostic to:

- section (i.e., cursor position)

- current file

Phase 2

- current cursor position and file

- section-specific context

- completion generation

1. fields

2. states

3. transitions

4. lifecycle



Resulting architecture
The solution

TURN 1

Role + task 
framing

TURN 2

DSL grammar
(generic 

template)

TURN 3

DSL examples
(files)

TURN 4

Section-specific 
+

documentation

TURN 5

Current 
file + 

cursor position

PHASE 1 PHASE 2

 cached/pre-seeded reusable primer

 phase 1 handle anchors phase 2

 per completion request

 user-facing latency

DSL INLINE 
COMPLETION
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What is achieved

Final remarks

What remains open

And a lot more… ask me in the break!

generalisability - what does it take to do this for another DSL (yours?) 

inference-time autocompletion for a low-resource DSL



Questions? 
Please find me afterwards.
Thank you!

india@xlinq.io

https://www.linkedin.com/in/india-n-850b84248/
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Delivering.
Reliable.
Software.

Faster.

https://www.xlinq.io

Build next generation software with 
Business Knowledge as Code

https://langdevcon.org/
https://www.xlinq.io/
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